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ABSTRACT

The growing popularity of black box machine learning methods for medical image analysis makes their interpretability to a crucial task. To make a system, e.g. a trained neural network, trustworthy for a clinician, it needs
to be able to explain its decisions and predictions. In this work, we tackle the problem of generating plausible
explanations for the predictions of medical image classifiers, that are trained to differentiate between different
types of pathologies and healthy tissues. An intuitive solution to determine which image regions influence the
trained classifier is to find out whether the classification results change when those regions are deleted. This
idea can be formulated as a minimization problem and thus efficiently implemented. However, the meaning of
“deletion” of image regions, in our case pathologies in medical images, is not defined. We contribute by defining
the deletion of pathologies, as the replacement by their healthy looking equivalent generated using variational
autoencoders. The experiments with a classification neural network on OCT (Optical Coherence Tomography)
images and brain lesion MRIs show that a meaningful replacement of “deleted” image regions has significant
impact on the reliability of the generated explanations. The proposed deletion method is proven to be successful
since our approach delivers the best results compared to four other established methods.
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1. INTRODUCTION
In recent years machine learning methods, especially neural networks, drastically gained on popularity. They
proved to be suitable to accurately solve various tasks in computer vision as well as medical image analysis.
A major critique of such methods is, however, their lack of interpretability. In medical image analysis, one is
often interested into classifying healthy/unhealthy images or differentiating between pathology types. However,
black box classifiers are not convincing for clinical use since their decision-making process cannot be tracked by
the clinician and thus they are hard to trust. For this reason, the need to explain and understand predictors
a-posteriori (after training) is considerable.
Established methods like guided backpropagation1 and gradCAMs2 try to gain an insight into how neural
networks learn and create intuitive visualizations based on the learned network weights. However, they are
mostly heuristic and depend on the architecture of the neural network. Another possibility is to explicitly find
the region of an image that influences the classification result, e.g., by using perturbations.3 This method is
based on the intuition, that if a region is deleted (by perturbations) and the classifier changes its prediction
drastically, this region is crucial for the decision-making process and can serve as its explanation. In this way,
the method is model-agnostic and can be applied to any classifier. However, the perturbation type is significant
to the success of the method. Deleting image regions by replacing image values with constants (e.g., zeros) might
seem intuitive, but does not always lead to the desired results. For example, replacing the values of a brain
lesion in a brain MRI by zeros, would probably not fool the classifier to categorize the image as healthy. Thus
perturbations need to be a natural choice of what would replace the most crucial region for the classifier (e.g.,
healthy brain tissue).
Fong et. al.3 intend to grasp the topic of meaningful perturbations and propose naturalistic imaging effects
composed of constant values, noise and image blurring. Even if suitable for natural images, those effects are
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rather inappropriate for the medical domain, since medical images tend to be noisy and blurry by nature. In the
context of pathology detection, a meaningful perturbation would be represented by the values of the corresponding
healthy tissue, as this optimally minimizes the probability of detecting a certain pathology type. In this work,
we propose to use a variational autoencoder trained on healthy images to model the healthy variability of a
certain domain. Thus, in test time the autoencoder generates the “nearest” healthy image,4 which can be used
as a meaningful perturbation when classifying pathologies. Using this perturbation method in combination with
the explanation algorithm of Fong et. al.3 delivers plausible explanations for the classification decision.

2. METHODS
2.1 Explanation of Black Boxes by Perturbations
Fong et. al.3 define the explanation of black box functions using the following minimization problem:
X
m? = argminm∈[0,1]Λ λ1 ||1 − m||1 + λ2
||∇m(u)||ββ + fc (Φ(x0 ; m)).

(1)

u∈Λ

Here f : X → Y is a black box function, obtained by a learning process, e.g., a neural network, with an image
x0 ∈ X as input and output y ∈ RC representing the scores for any of C possible classes (fc is the score for class
c ∈ C). Fong et. al.3 argue that the meaning of explanations depends on finding an appropriate variation x of
the original input x0 , such that fc (x)  fc (x0 ). This is done by using the perturbation operator Φ(x0 ; m), where
m is usually a pixel-wise multiplication mask, that causes a particular subregion of the image to be “deleted”.
Put in other words, the aim is to minimize the probability that a particular class is recognized by the classifier,
by perturbing the regions of the image crucial
P to this decision. To ensure that only a small subset of x0 is deleted,
λ1 encourages m to contain many zeros.
u∈Λ ||∇m(u)||β is the total variation β-norm of m – balanced with
weight λ2 it ensures that the mask is not too diffuse and has a rather regular form.
This deletion game concept is simple, but a problem with its practical realization is the definition of “deletion”.
Simply setting the image values to zero (or any other constant value) is not plausible. Other perturbations like
blurring or noise3 are also not suitable for medical images since they naturally tend to be noisy and blurry, thus
the trained classifier should be able to overcome those perturbations. Also, when classifying large (relatively)
homogeneous regions (e.g., whole organs or large pathologies) blurring does not make sense.
In this work, we cope with the problem of “deleting” pathological regions to fool a pathology detection/
differentiation classifier. The main idea is to replace the pathologies by their healthy tissue equivalent. This is
accomplished by using a variational autoencoder as described in Sec. 2.2. So formally, if the deletion mask is
m : Λ → [0, 1], associating each pixel u ∈ Λ with a value m(u), then the perturbation is defined as:
[Φ(x0 ; m)](u) = m(u)x0 (u) + (1 − m(u))fV AE (x0 ),

(2)

where fV AE is the learned variational autoencoder map. The so-stated minimization problem in Eq.(1) can be
solved with an iterative gradient descent method, e.g. Adam, and thus efficiently calculated on the GPU.

2.2 Perturbations Using Variational Autoencoder
The main idea of an autoencoder is to encode high dimensional data into a low dimensional latent vector and try
to reconstruct the input data as flawlessly as possible by only using its coding. Usually, autoencoders are neural
networks that learn the mapping of the data and consist of two parts: An encoder Q(z|X) which maps the input
X to vector z; and a decoder P (X|z) which tries to reconstruct X using only z. To ensure that the mapping is
restricted to the important properties of the input, the dimension of z is generally chosen much smaller than the
size of the input. Also because the input data usually follows a certain distribution over a particular domain,
an intuitive extension of autoencoders would be to try to model the input data distribution. The so-called
variational autoencoders5 assume a prior distribution of the latent space (usually normal distribution enforced
by an additional loss function in z-space, e.g., Kullback-Leibler divergence). This way the distribution of the
data of a certain domain is mapped to a distribution in latent space.
For the most part, VAEs have been used as generative models in computer vision. However, some works4 show
that they can be applied on medical images to learn a reasonable representation of the healthy tissue variability.

This is achieved by training the autoencoder on healthy images only. Then, when the trained model is applied
on pathological images in test phase, it reconstructs the nearest healthy looking image, since only the healthy
data distribution has been learned in z-space. In this work, this property of autoencoders is used for meaningful
perturbations of pathological regions. By applying a model trained on healthy images of some domain on a
pathological image of the same domain, it can be assumed that the result corresponds to the equivalent healthy
image and thus only pathological regions that may have affected the classifier are “deleted”. The trained model
is called fV AE and applied in Eq. 2 as perturbation.
The concrete architecture of the convolutional autoencoder used here is presented in Fig. 1. The usage of
dropout in the particular layers and the size of the z-space were chosen experimentally. Furthermore, we reduce
the usually applied standard deviation of the normally distributed random noise vector ω from 1 to 0.1. This was
found to be useful for better reconstruction results, since the random influence in z-space is reduced.4 We train
the VAE batch-wise for a maximum of 1000 epochs, using 5% of the training data set for validation. The input
images are resized to 224 × 224 and slight data augmentation using random affine transformations is applied
(maximum 5◦ rotation, 10% translation in x and y directions and scaling in the range 90%-110%).

Figure 1. VAE architecture. Input image X and reconstruction X̄; convolutional (with a final fully-connected layer)
encoder (blue) and decoder (red) layers; z-space (purple) where z = µ + σ × ω, with random ω ∼ N (0, 1). Numbers
denote size of layers (channels@sizeX × sizeY ). First two convolutions and last two deconvolutions use kernel size 5 × 5,
the rest uses kernels of size 3 × 3. Solid black lines correspond to fully-connected operations. DO stays for Dropout;
ReLUs are used everywhere if not mentioned otherwise. Dashed lines correspond to loss functions: DKL – Kullback-Leibler
divergence and || · ||1 – l1 norm.

2.3 Classification
To test the ability of the black box explanation method, a reliable classifier is needed. An intuitive choice is to
simply train a neural network with an architecture, which was shown to be suitable for accurate classification.
The DenseNet1216 architecture is chosen here since it shows reliable classification results in our experiments.
The last fully-connected classification layers are changed to fit the number of classes and also a binary cross
entropy loss with logits is used when a multi-label classification is needed (e.g. when pathologies can co-occur).
In our experiments using the pretrained weights on ImageNet and only fine-tuning on medical data leads to
better results and faster convergence.

3. EXPERIMENTS AND RESULTS
3.1 Data
To test the presented methodology both healthy patients images (for training the VAE) and pathological images
(for training a classifier) of the same domain are needed. Technically, no ground truth segmentations of the
images are necessary. However, global ground truths (whether the image shows a pathology/which pathology

type is contained) are required for training. For our experiments we use two different data types: retinal OCT
images and brain MRI images.
3.1.1 Retinal OCT
DUKE: The DUKE dataset7 contains a control subset of 115 healthy patients retinal OCT volumes. From
every volume 60 2D slices (B-Scans) around the middle slice are extracted, resulting in 6900 2D non-pathological
images. Furthermore, those images are flattended to approximately align them to each other and denoised using
BM3D,8 making sure this dataset is preprocessed similarly to the RETOUCH data.
RETOUCH: The RETOUCH dataset (here only the Spectralis subset is used) is a challenge dataset∗ containing retinal OCT volumes of 24 patients. The images contain three different pathology types that occur
independently and their ground truth expert segmentations for intraretinal fluid (IRF), subretinal fluid (SRF)
and pigment epithelium detachments (PED) are given. The images are approximately aligned and free of noise,
thus no additional preprocessing is applied. Again 2D slices are extracted from the images (49 slices per image)
and since the focus lies in classifying the whole images, only global labels per slice are extracted for training.
For example patient 1 in Fig. 2 has the global label [1(IRF ), 1(SRF ), 1(P ED)] and patient 2 gets the global
ground truth label [1, 1, 0]. The pixel-wise segmentations are however useful for evaluation purposes (see Fig. 2
for data examples).
3.1.2 LPBA40
LPBA40 Healthy: The LPBA40 dataset9 is a publicly available dataset of 40 healthy patients whole-head
MRIs. For our experiments slice 75 of each image is extracted.
LPBA40 Lesion: Originally this dataset only contains healthy patients, we are however able to simulate nearly
realistically looking lesions onto the images. For this purpose manually segmented stroke lesions extracted from
the ISLES challenge data10 are used. The lesions are inserted into the LPBA40 images as follows:
I P ha = HE(T (I L )) · M L + I · (1 − M L )

(3)

where I L denotes a lesion image from the ISLES dataset, I is a healthy LPBA40 image and M L a smoothed
segmentation mask of the lesion. HE(·) denotes a histogram equalization to match the intensities of both images
and T (·) is an affine transformation required to register both images to each other. In our experiments we used
four lesions simulated onto each LPBA40 image resulting in 40 healthy and 160 corresponding pathological
images with known ground truth segmentation of the pathologies (see Fig. 2 for examples). Again only global
labels are extracted for training (0 for healthy and 1 for pathological) and the segmentations are used only for
evaluation purposes.

3.2 Baseline Methods
We use multiple state-of-the-art black box explanation methods as baseline and comparison in all experiments.
3.2.1 GradCAM
Gradient-weighted Class Activation Mappings (gradCAMs)2 is a CNN explanation technique. This method
assumes a very common architecture for classification CNNs, namely an arbitrary number of convolutional layers
for feature extraction, followed by a fully connected layer for the final classification. Roughly, gradCAM takes
the final convolutional feature map and then weighs every channel in it with the gradient of the particular class
with respect to the channel.
∗
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Figure 2. Examples of the used datasets. First row: Retinal OCT – healthy DUKE images and two patients (called Pat.
1 and Pat. 2 for simplicity) pathological images with ground truth labels IRF ( ), SRF ( ) and PED ( ). Second row:
LPBA40 – original image and images with four different lesions simulated. Lesion 3 and Lesion 4 are harder to see and
thus pointed by a red arrow.

3.2.2 Guided Backpropagation
Guided backpropagation1 is another visualization technique, which is equivalent to a regular backpropagation
through a trained network, where the negative propagated gradients are set to zero so that suppressed neurons
do not affect the resulting visualization. Since this method results in very noisy representations, usually affecting
only single pixels, we apply a Gaussian blurring (with σ = 5) to get smooth results.
3.2.3 Perturbations
The perturbation method described in Sec. 2.1 can be used with different “deletion” functions, replacing fV AE
in Eq. 2. Here we compare (1) VAE-perturbation: our proposed perturbation method; (2) Constant: using three
different constant values for perturbation (0: black, 127: gray, 255: white); (3) Blur: using the blurring method
proposed by Fong et. al.3

3.3 Experimental Setups
In our experiments, the main idea is based on training a classifier that differentiates between different pathology classes or between healthy and pathological images. Then an explanation method is applied to judge the
classifier’s reliability – if the classifier is trained properly the explanations should approximately match the localization of the pathologies in the images. Given the ground truth segmentations of the pathological structures,
the explanations maps can be evaluated quantitatively. Here, an ROC analysis over possible lower thresholds is
applied on the explanation maps and AUCs per label are measured and averaged over all possible test images.
3.3.1 The Need for Explanation Methods
This experiment is designed to underline the overall importance of explanation methods. Here, a classifier is
trained to differentiate between healthy and pathological retinal OCT images, where the training images were
acquired in different studies (DUKE for healthy control, and RETOUCH for pathologies). The classifier achieves
a 100% accuracy on the validation data. However, when our (or other) explanation method is applied one can
conclude that the classifier, in fact, does not differentiate between pathological and healthy data, but moreover
between both datasets: The DUKE dataset contains more noise, thus the explanation maps are mostly focused
in the background of the images where the signal-to-noise ratio is the worst. (see Fig. 3).
The evaluation of the results is purely visual, however it sufficiently shows that neural networks do not always
learn the desired or intuitive features, thus explanation methods are a helpful tool towards understanding the
learning process.

VAE-perturb

GC

BP

Figure 3. Example for the need of explanation methods. Explanations for a classifier trained to differentiate between
healthy DUKE images and pathological RETOUCH images. Shown are the proposed method (VAE-perturb) for three
patients and gradCAM (GC) and guided backpropagation (BP) for the first patient. All explanations focus on the
background and not the pathological structures.
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Figure 4. Different explanation techniques for the multi-label OCT classifier. Shown are row-wise: VAE-pert. – the
proposed method; const-pert. – perturbations with constant values (gray); blur-pert. – perturbation by blurring; BP
– guided backpropagation; GC – gradCAM. Column 1-3: Patient 1 with explanation of three labels IRF, SRF, PED;
Column 4-5: Patient 2 with explanation of two labels IRF and PED. Patients and labels correspond to the ones in Fig. 2.

3.3.2 Explaining Multi-label OCT Classifier
In this experiment, the classifier is trained on the RETOUCH dataset for multi-label classification of the IRF, SRF
and PED labels. The results are evaluated in a 4-fold cross-validation manner. On test data, the classification
achieves promising results measured by AUC per label: 0.96 (IRF), 0.98 (SRF) and 0.97 (PED), inferring
that the chosen classifier is reliable. In a second step, a reasonable interpretation of the classification results is
aimed using the different explanation methods. For the proposed VAE-perturbation method, the autoencoder
(Sec. 2.2) is trained on the DUKE control dataset.
The qualitative evaluation (examples in Fig. 4) leads to the conclusion that the proposed perturbation method
is well suitable, as the explanations for particular labels roughly follow the segmentations of the pathologies.
As can be seen in Fig. 4 the blur perturbation method might work well for small structures but fails for larger,
especially homogeneous, ones. Using constant values for perturbations (here shown for gray) hardly ever leads
to good results. Also, additional knowledge of the logical healthy gray value distribution is needed to choose
a constant value for the perturbation, e.g. IRF for Pat. 1 can reliably get perturbed by a gray constant value
but not by black. GradCAM turns out to deliver results that have poor resolution, since the last convolutional
feature map of the network is typically of a small size (here: 7 × 7). Guided backpropagation is very noisy (even
when Gaussian smoothed) and not class-discriminative enough.
The quantitative evaluation results, shown in Tab. 1, underline that the proposed method is most robust since
it works similarly well for all labels, while other methods might fail on some labels. For example blur-perturbation
works poorly for larger homogeneous pathological structures like SRF. The other methods fail mostly on PED,
which seems to be the hardest segmentation task. Our perturbation method, however, performs best on SRF
and second-best on IRF and PED.

Dataset
RETOUCH
RETOUCH
RETOUCH
LPBA40

Label
IRF
SRF
PED
Lesion

VAE
0.89
0.90
0.85
0.95

Explanation method
Const Blur BP
0.85
0.90 0.89
0.83
0.67 0.87
0.77
0.86 0.77
0.60
0.78 0.91

GC
0.86
0.89
0.78
0.91

Table 1. AUCs of different explanation methods per label for the multi-label OCT classifier (first three rows) and singlelabel LPBA40 healthy/lesion classifier (last row). Compared are from left to right column: three perturbation methods:
our VAE-perturbation, constant value perturbation (here gray, since it delivers best results) and blur-perturbations; BP:
Backpropagation; GC: GradCAM.

3.3.3 Explaining Single-label Brain MRI Classifier
In this experiment, the classifier is trained on the LPBA40 dataset for single-label classification of healthy vs.
pathological. The results are evaluated in a 4-fold cross-validation manner over the patients, meaning that per
patient there is one healthy and four pathological images in the training and testing datasets. On test data, the
classification achieves AUC of 1, which intuitively means this is a perfect classifier for this problem. Here we also
create explanation maps using all methods and train the autoencoder for VAE-perturbation with the original
healthy LPBA40 images.
The qualitative evaluation of this experiments (Fig. 5) interestingly reveals, that none of the explanation
methods, is able to reliably detect Lesion 4, leading to the conclusion that the learned classification of those
images is not necessarily correlated to the pathology presence. One possible explanation is that the CNN learns
to classify images with stronger gray value variability as pathological. Again guided backpropagation turns out
to be noisy and not class-discriminative. Note, that the same few regions are highlighted for the different lesions
leading to the conclusion, that the network learns the possible location of the structures and only observes those
places. This is of course based on the small variability of lesions and different images we use for this experiment.
Here gradCAM generally detects the rough location of the pathologies, but its explanations have bad resolution,
which in the case of the smaller lesions (e.g. Lesion 3) leads to bad results.
Another interesting observation is that the VAE-based method only detects the structures connected to the
Lesion 1

BP
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Lesion 3
VAE-perturbation

GC
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Figure 5. Different explanation techniques for the single-label LPBA40 lesion classifier. First row: VAE-pert., the proposed
method for all 4 lesions. Second row: Backpropagation for Lesion 1 and 4, GradCAM for Lesion 2 and 3.

pathological appearance in Lesion 1 and Lesion 2 and not the whole pathological area, e.g. brain furrows have
typically lower intensities in healthy brains and thus those areas do not affect the explanation.
The quantitative results for this experiment are also shown in Tab. 1 (last row). Since generally none of the
methods explain the classification of Lesion 4 reliably, it is not taken into account. Again, the localizations of
the explanations of the VAE-perturbation method are the closest to the actual pathology segmentations. In this
experiment we can especially show that the proposed VAE-based perturbation is much more reliable and feasible
than other perturbation types.

4. DISCUSSION AND CONCLUSION
In this work, we propose an explanation method for black box classifiers, in particular, neural networks trained
to differentiate between pathological and healthy images. Our explanation method is based on perturbing the
pathological regions in such ways that the classifier changes its class prediction. We contribute by defining
plausible pathology perturbation based on replacing the pixel values with healthy looking tissue learned by a
variational autoencoder.
Our experiments on pathological retinal OCT and brain lesion MRI images show that the proposed explanation method is suitable for the application on medical images and delivers plausible explanations of what a
neural network has learned in both: negative cases, where the classifier learns contraintuitive features from the
images, and positive ones where the learned pathology classification can be explained by the pathological regions
of the image. Using image perturbations in general leads to more logical and robust results compared to other
state-of-the-art methods like gradCAMs and guided backpropagation. Especially, the proposed perturbation
technique generates much more plausible explanations than other possible perturbation types and proves its
suitability and robustness for various image and pathology types.
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